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Lost In Pruning;;
The Eftects of Pruning Neural Networks beyond Test Accuracy

Lucas Liebenwein, lucasl@mit.edu, http:// www.mit.edu/~lucasl/
Distributed Robotics Lab, CSAIL, MIT
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Neural networks are SOTA

Natural Language
| Processing

Computer Vision

000000000 OOOOOO0
0]0]0]16]0]0]0]0]6]0]0]6]0]6)
o]olo]6l0l0]0]0]6]0]0]6]0]6)
0000000000000
000000000000
0]0]0]0]0]0]6]0]6]6]0]e)
o]ejo]0]0]6]0]0]6]0]6)
0000000000
0]0]0]0]0]0]0]0]0]0,
000000000
0000000

v

. Robotics

Ill'-fF MLSys 2021: Lost in Pruning L ucas Liebenwein, lucasl@mit.edu

CSAIL


mailto:lucasl@mit.edu

Larger size, better performance
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Tan, Mingxing, and Quoc Le. "EfficientNet; Rethinking Model Scaling for
Convolutional Neural Networks." ICML. 2019.
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Smaller size, same performance”?
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Smaller size, same performance”?
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Less storage requirements

Faster inference time

Improved Interpretability
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Objective: what are the effects of pruning?

How we prune”
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What is lost”?
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Prune pipeline

Prune weights or filters
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Weight pruning
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Filter pruning

olelelelololelelelelol0l0le
OO0O000O00OYOOOO
ojojelelelelelelelol0l0

)
I
p—
o
S
+
—

| ucas Liebenwein, lucasl@mit.edu

8


mailto:lucasl@mit.edu

Weight pruning Filter pruning
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Weight pruning Filter pruning
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Weight pruning Filter pruning
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Prune methods

Unstructured
(Weights)

Structured
(Filters/Neurons)
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Prune methods
i
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Prune methods
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Prune methods
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VV I (Renda et al. 2020)

SlPP (Baykal et al. 2019)

| | (Renda et al. 2020)

PFP (Liebenwein et al, 2020)

______
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Prune results — how much can be pruned”?
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Prune results — how much can be pruned”?

ResNet?0, CIFAR10
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ResNet?0, CIFAR10

ResNet101, ImageNet
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Prune results — how much can be pruned”?
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ResNet?0, CIFAR10

ResNet101, ImageNet

Prune results — how much can be pruned”?

DeeplabV3, Pascal VOC2011
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What is preserved during pruning”?
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What is preserved during pruning”?

resnet20, CIFAR10
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Informative features

For a given network fg and data distribution x ~ D the 10% of most informative features are defined as

m(6,D) := "the mask of input features that change the output of the network the least"

UnprunEd network 1 ..... e

WT (PR=0.15) -
-0.75
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Captures the parts of the input that
drive the network’s decision
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30
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-unctional (noise) similarity

For a given network fy and data distribution x ~ D noise similarity measures

"how much the output of the pruned and unpruned network dif fer under noisy input"

v resnet20, CIFAR10, WT -+4- Unpruned
c 0.50 PR=15%
v N PR=46%
& 0.40 _g=cd==d==d-uy PR=69%
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%0.10
. . 5
Direct comparison between 50.00 smsmmemmem e e s e e e e
_. m
poruned and unpruned networks 0.00 0.20 0.40 0.60

Uniform noise level
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What is preserved during pruning”?

resnet20, CIFAR10
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What is preserved during pruning”?

resnet20, CIFAR10
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What is lost during pruning’?

100.0% resnet20, CIFAR10 B E@E E@E Train Distribution EE EE Test Distribution
0% resnet20, CIFAR10
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. —e .
for noise for corruptions
Ill MLSys 2021: Lost in Pruning
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Prune potential

For 6 € [0,1), given network fg, and data distribution D the prune potential P(6, D) is defined as

P(6,D) :="maximum prune ratio with accuracy loss at most §"

resnet20, CIFAR10 Prune potential for
. +1.0% . O6=0
(@)
i i ! ! 1] e n—1
Quantifies “overparameterization” of 3 0.0%reensnasseecn fo DY
network < : :
3 : :
F -1.0% . [ "
ot u N n
| | = —— PFP *SiPP N
. Approximated using many prune- ° 2.0% FT —=awr i
' - T
retrain cycles 20.0% 40.0% 60.0% 80.0% 100.0%

Pruned Parameters
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0.5%

III.
II CSAIL

eps=0.00

Prune Potential, 6

Prune potential for noise

eps=0.21 eps=0.43

eps=0.32

eps=0.11

resnet20, CIFAR10
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80.0% I —}— siPP
; —3— wr
60.0% N -
40.0% ‘
20.0%
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0.00 0.20 0.40 0.60

Uniform noise level
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Prune potential after small noise
iInjections in input

Pruned networks are more affected
by out-of-distribution

"‘Robust overparameterization” vs.
“‘nominal overparameterization”

| ucas Liebenwein, lucasl@mit.edu
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Prune potential for corruptions

resnetl8, ImageNet resnetls,
' N
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» Significantly reduced prune potential under distribution changes (!)
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—XCESS error

For a network fy, train distribution D, and test distribution D' the excess error is defined as

e(6,D") := "additional error incurred on test distribution"
CIFAR10 Jpeg Speckle —— Gauss
- WT, resnet20, CIFAR10
Quantifies performance drop for 3 00% e = :
distribution changes 5 25% 5 AT
E s0% : «+— "Gauss” test distribution
. . s . : and 80% prune ratio
Difference in excess error for = 1.5% [ °P
—=  pruned and unpruned network §-10.0% . 1 |
indicates peﬁormance drop 20.0% 40.0"{2run6e0h0;§0 80.0% 100.0%
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Delta Excess Error

0.0%
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—XCESS error

resnet20, CIFAR10

20.0%

resnet20, CIFAR10

20.0%

40.0% 60.0%
Prune Ratio

40.0% 60.0%
Prune Ratio

80.0% 100.0%

80.0% 100.0%

MLSys 2021: Lost in Pruning

Excess error averaged over multiple
corruptions

Pruned networks exhibit higher
EeXCeSsSs error

Nominal prune curve is not indicative
of out-of-distribution performance!
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What is lost during pruning’?

100.0% resnet20, CIFAR10 B E@E E@E Train Distribution EE EE Test Distribution
0% resnet20, CIFAR10

0.5%

—4— PFP -100.0%
80.0% I SiPP
50.0%
—+= WT
> 60.0% b FT

‘O L
I \
c A
£ 40.0% i 7 T R
& i\ % §§§§ §§ 500%
@ 20.0% Z L
>0 | L1 |||||||\|\'u
0.00 0.20 0.40 0.60 g §§§a‘” cTE s 9 &
Uniform noise level Prune Potential, 6 = 0.5%
Prune potential Prune potential
. —e .
for noise for corruptions
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— WT SiPP FT —— PFP
resnet20, CIFAR10
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Delta Excess Error
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0.0% 20.0% 40.0% 60.0% 80.0% 100.0%
Prune Ratio

* Adeguate excess error
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What is lost during pruning’?

resnet20, CIFAR10
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What is lost during pruning’?

resnet20, CIFAR10
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— WT SiPP FT —— PFP
resnet20, CIFAR10
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What is lost during pruning’?

resnet20, CIFAR10
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— WT SiPP FT —— PFP
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Nominal vs. robust
overparameterization

ResNet18
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(b) ResNet-18

Ye et al. 2019
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Related work and discussion

Implicit reqularization via
overparameterization

under-parameterized over-parameterized

Test risk
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Belkin et al. 2019

Classical Regime: Modern Regime:
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Generalization-aware
oruning
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Guidelines for pruning in practice

@ Don't prune if unexpected shifts in data may occur
@ Prune moderately if you can account for some data shifts during training
@ Prune fully if you can account for all data shifts during training

@ Maximize prune potential by considering data shifts during training
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Lost in Pruning;;
The Eftects of Pruning Neural Networks beyond Test Accuracy

Lucas Liebenwein, lucasl@mit.edu, http://www.mit.edu/~lucasl/
Distributed Robotics Lab, CSAIL, MIT

Collaborators (Thank you!)

...

—e  Paper: https://arxiv.org/abs/2103.03014

“"[ \’

—e  (Code: https://github.com/lucaslie/torchprune Cenk Baykal Brandn Carter

6

—e  (Contact; lucasl@mit.edu

David Gifford Daniela Rus
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